
Revisiting Frank-Wolfe

Martin Jaggi

Ecole Polytechnique

Smile in Paris Seminar 2013 / 01 / 24

Projection-Free Sparse 
Convex Optimization

[ Paper ]

http://m8j.net/math/revisited-FW.pdf
http://m8j.net/math/revisited-FW.pdf


Constrained 
Convex 
Optimization

D ⇢ Rd



min
x2D

f(x)

D ⇢ Rd

f(x)

x



min
x2D

f(x)

D ⇢ Rd

f(x)

x



min
x2D

f(x)

D ⇢ Rd

f(x)

x



D ⇢ Rd

f(x)

x

min
x2D

f(x)



D ⇢ Rd

f(x)

x

AN ALGORITHM FOR QUADRATIC PROGRAMMING 
Marguerite Frank and P h i l i p  Wolfel 

Pr in ce  t o n  Un i v e r s i t y A finite i teration method for calculating the solution of quadratic 

Extensions to more  general  non- 

programming problems is described. 

r linear Droblems a r e  suggested. 
1. INTRODUCTION The problem of maximizing a concave quadratic function whose variables a r e  subject to 

linear inequality constraints has been the subject of several  recent studies, from both the com- 

putational side and the theoretical (see Bibliography). Our aim here has been to develop a 

method for  solving this non-linear programming problem which should be particularly well 

adapted to high-speed machine computation. 
The quadratic programming problem as such, called PI, is set forth in Section 2. 

We find in Section 3 that with the aid of generalized Lagrange multipliers the'solutions 

of PI can be exhibited in a simple way as parts of the solutions of a new quadratic programming 

problem, called PII, which embraces the multipliers. The maximum sought in PI1 is known to 

be zero. A test for the existence of solutions to PI  ar ises  from the fact that the boundedness of 

its objective function is equivalent to the feasibility of the (linear) constraints of PII. 

In Section 4 we apply to  PII an iterative process in which the principal computation is 

the simplex method change-of-basis. One step of our "gradient and interpolation" method, 

given an initial feasible point, selects by the simplex routine a secondary basic feasible point 

whose projection along the gradient of the objective function at the initial point is sufficiently 

large. The point at which the objective is maximized for the segment joining the initial and 

secondary points is then chosen as the initial point for the next step. 

The values of the objective function on the initial points thus obtained converge to zero; 

but a remarkable feature of the quadratic problem is that in some step a secondary point which 

is a solution of the problem will be found, insuring the termination of the process. 

this method. Limited experience suggests that solving a quadratic program in n variables and 

m constraints will take about as long as solving a linear program having m + n constraints and 

a "reasonable" number of variables. 
Section 5 discusses, for completeness, some other computational proposals making use 

of generalized Lagrange multipliers. 
Section 6 car r ies  over the applicable part of the method, the gradient-and-interpolation 

routine, to the maximization of an arbitrary concave function under linear constraints (with one 

qualification). Convergence to the maximum is obtained as above, but termination of the process 

in an exact solution is not, although an estimate of e r ro r  is readily found. 

cave functions which are used throughout the paper. 

A simplex technique machine program requires little alteration for the employment of 

In Section '7 (the Appendix) a r e  accumulated some facts about linear programs and con- 

lUnder contract  with the Office of Naval Research. 
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Frank-Wolfe Algorithm

“Conditional Gradient Method”

“Reduced Gradient Method”
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Abstract
We provide stronger and more general
primal-dual convergence results for Frank-
Wolfe-type algorithms (a.k.a. conditional
gradient) for constrained convex optimiza-
tion, enabled by a simple framework of du-
ality gap certificates. Our analysis also holds
if the linear subproblems are only solved ap-
proximately (as well as if the gradients are
inexact), and is proven to be worst-case opti-
mal in the sparsity of the obtained solutions.

On the application side, this allows us to
unify a large variety of existing sparse greedy
methods, in particular for optimization over
convex hulls of an atomic set, even if those
sets can only be approximated, including
sparse (or structured sparse) vectors or ma-
trices, low-rank matrices, permutation matri-
ces, or max-norm bounded matrices.
We present a new general framework for con-
vex optimization over matrix factorizations,
where every Frank-Wolfe iteration will con-
sist of a low-rank update, and discuss the
broad application areas of this approach.

1. Introduction

Our work here addresses general constrained convex
optimization problems of the form

min
x2D

f(x) . (1)

We assume that the objective function f is convex and
continuously di↵erentiable, and that the domain D is a
compact convex subset of any vector space1. For such
optimization problems, one of the simplest and earliest
known iterative optimizers is given by the Frank-Wolfe
method (?), described in Algorithm ??, also known as
the conditional gradient method.

1Formally, we assume that the optimization domain D
is a compact and convex subset of a Hilbert space X , i.e.
a Banach space equipped with an inner product h., .i.

Proceedings of the 30 th International Conference on Ma-
chine Learning, Atlanta, Georgia, USA, 2013. JMLR:
W&CP volume 28. Copyright 2013 by the author. This
article builds upon the author’s PhD thesis (?).
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CMAP, École Polytechnique, Palaiseau, France

Abstract
We provide stronger and more general
primal-dual convergence results for Frank-
Wolfe-type algorithms (a.k.a. conditional
gradient) for constrained convex optimiza-
tion, enabled by a simple framework of du-
ality gap certificates. Our analysis also holds
if the linear subproblems are only solved ap-
proximately (as well as if the gradients are
inexact), and is proven to be worst-case opti-
mal in the sparsity of the obtained solutions.

On the application side, this allows us to
unify a large variety of existing sparse greedy
methods, in particular for optimization over
convex hulls of an atomic set, even if those
sets can only be approximated, including
sparse (or structured sparse) vectors or ma-
trices, low-rank matrices, permutation matri-
ces, or max-norm bounded matrices.
We present a new general framework for con-
vex optimization over matrix factorizations,
where every Frank-Wolfe iteration will con-
sist of a low-rank update, and discuss the
broad application areas of this approach.

1. Introduction

Our work here addresses general constrained convex
optimization problems of the form

min
x2D

f(x) . (1)

We assume that the objective function f is convex and
continuously di↵erentiable, and that the domain D is a
compact convex subset of any vector space1. For such
optimization problems, one of the simplest and earliest
known iterative optimizers is given by the Frank-Wolfe
method (?), described in Algorithm ??, also known as
the conditional gradient method.

1Formally, we assume that the optimization domain D
is a compact and convex subset of a Hilbert space X , i.e.
a Banach space equipped with an inner product h., .i.

Proceedings of the 30 th International Conference on Ma-
chine Learning, Atlanta, Georgia, USA, 2013. JMLR:
W&CP volume 28. Copyright 2013 by the author. This
article builds upon the author’s PhD thesis (?).

Algorithm 1 Frank-Wolfe

for k = 0 . . . K do
Compute s := arg min

s

02D

⌦

s

0, rf(x(k))
↵

Let � := 2

k+2

Update x

(k+1) := (1 � �)x(k) + �s

end for

Algorithm 2 Frank-Wolfe

for k = 0 . . . K do
Compute s := arg min

s

02D

⌦

s

0, rf(x(k))
↵

Optimize � by line-search
Update x

(k+1) := (1 � �)x(k) + �s

end for
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ure: At a current position x, the algorithm considers
the linearization of the objective function, and moves
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In terms of conver-
gence, it is known
that the iterates of
Algorithm ?? satisfy
f(x(k)) � f(x⇤)  O
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1

k
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,
for x

⇤ being an optimal
solution to (??) (??). In recent years, Frank-Wolfe-
type methods have re-gained interest in several areas,
fueled by the good scalability, and the crucial property
that Algorithm ?? maintains its iterates as a convex
combination of only few “atoms” s, enabling e.g.
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• Approximate 
Subproblems
               [ Dunn et al. 1978 ]

• Away-Steps
               [ GuéLat et al. 1986 ]

Algorithm Variants

Line-Search
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CMAP, École Polytechnique, Palaiseau, France

Abstract
We provide stronger and more general
primal-dual convergence results for Frank-
Wolfe-type algorithms (a.k.a. conditional
gradient) for constrained convex optimiza-
tion, enabled by a simple framework of du-
ality gap certificates. Our analysis also holds
if the linear subproblems are only solved ap-
proximately (as well as if the gradients are
inexact), and is proven to be worst-case opti-
mal in the sparsity of the obtained solutions.

On the application side, this allows us to
unify a large variety of existing sparse greedy
methods, in particular for optimization over
convex hulls of an atomic set, even if those
sets can only be approximated, including
sparse (or structured sparse) vectors or ma-
trices, low-rank matrices, permutation matri-
ces, or max-norm bounded matrices.
We present a new general framework for con-
vex optimization over matrix factorizations,
where every Frank-Wolfe iteration will con-
sist of a low-rank update, and discuss the
broad application areas of this approach.

1. Introduction

Our work here addresses general constrained convex
optimization problems of the form

min
x2D

f(x) . (1)

We assume that the objective function f is convex and
continuously di↵erentiable, and that the domain D is a
compact convex subset of any vector space1. For such
optimization problems, one of the simplest and earliest
known iterative optimizers is given by the Frank-Wolfe
method (?), described in Algorithm ??, also known as
the conditional gradient method.

1Formally, we assume that the optimization domain D
is a compact and convex subset of a Hilbert space X , i.e.
a Banach space equipped with an inner product h., .i.

Proceedings of the 30 th International Conference on Ma-
chine Learning, Atlanta, Georgia, USA, 2013. JMLR:
W&CP volume 28. Copyright 2013 by the author. This
article builds upon the author’s PhD thesis (?).

Algorithm 1 Frank-Wolfe

for k = 0 . . . K do
Compute s := arg min

s

02D

⌦

s

0, rf(x(k))
↵

Let � := 2

k+2

Update x

(k+1) := (1 � �)x(k) + �s

end for

Algorithm 2 Frank-Wolfe

for k = 0 . . . K do
Compute s := arg min

s

02D

⌦

s

0, rf(x(k))
↵

Optimize � by line-search
Update x

(k+1) := (1 � �)x(k) + �s

end for

A step of this algorithm is illustrated in the inset fig-
ure: At a current position x, the algorithm considers
the linearization of the objective function, and moves

f(x)

D

f

x

s

towards a minimizer of
this linear function (taken
over the same domain).

In terms of conver-
gence, it is known
that the iterates of
Algorithm ?? satisfy
f(x(k)) � f(x⇤)  O

�

1

k

�

,
for x

⇤ being an optimal
solution to (??) (??). In recent years, Frank-Wolfe-
type methods have re-gained interest in several areas,
fueled by the good scalability, and the crucial property
that Algorithm ?? maintains its iterates as a convex
combination of only few “atoms” s, enabling e.g.

Algorithm 3 Frank-Wolfe

for k = 0 . . . K do
Compute s := arg min

s

02D

⌦

s

0, rf(x(k))
↵

Update x

(k+1) := arg min
x2conv(s

(0)
,...,s

(k+1)
)

f(x)

end for

http://dx.doi.org/10.1016/0022-247X(78)90137-3
http://dx.doi.org/10.1016/0022-247X(78)90137-3
http://dx.doi.org/10.1007/BF01589445
http://dx.doi.org/10.1007/BF01589445


• Primal-Dual Analysis
  (and certificates for approximation quality)

• Approximate Subproblems
  (and domains)

• Affine Invariance

• Optimality in Terms of Sparsity

• More Applications

What’s new?



Convergence Analysis

Primal Convergence:
Algorithms obtain 

after     steps.k

f(x(k))� f(x⇤)  O
�
1
k

�
Primal-Dual Convergence:
Algorithms obtain 

after     steps.k

gap(x(k))  O
�
1
k

�

[ Clarkson 2008,  J. 2013 ][ Frank & Wolfe 1956 ]
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convex hull of things

Optimization over Atomic Sets

atoms A

min
x2D

f(x)

D := conv (A)

[ Chandrasekaran et al. 2012 ]

Fact:
Any linear function will attain its 
minimum over      at an atom s 2 AD

http://dx.doi.org/10.1007/s10208-012-9135-7
http://dx.doi.org/10.1007/s10208-012-9135-7


unit simplex

D := conv ({ei | i 2 [n]})

Trade-Off: 
Approximation quality vs sparsity

[ Clarkson 2008 ]

Corollary:
Obtain               -approximate 
solution of sparsity      .k

O
�
1
k

�

lower bound:

⌦
�
1
k

�

Sparse Approximation

f(x) := kxk22

min
x2�n

f(x)

http://portal.acm.org/citation.cfm?id=1347082.1347183&coll=GUIDE&dl=GUIDE&CFID=54983861&CFTOKEN=92505933
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Sparse Approximation

`1-ball

D := conv ({±ei | i 2 [n]})

min
kxk11

f(x)

Greedy Algorithms in Signal Processing:
Equivalent to (Orthogonal) Matching Pursuit

kDx� yk22

lower bound:

⌦
�
1
k

�
Trade-Off: 
Approximation quality vs sparsity

Corollary:
Obtain               -approximate 
solution of sparsity      .k

O
�
1
k

�



Low Rank Approximation

D := conv

⇣n

uvT
�

�

�

u2Rn, kuk2=1
v2Rm, kvk2=1

o⌘

trace-norm-ball

min
kXk⇤1

f(X)

Projection:

Requires full SVD

FW-step:

approx. top singular vector [ J. & Sulovský 2010 ]

Trade-Off: 
Approximation quality vs rank

Corollary:
Obtain               -approximate 
solution of rank      .k

O
�
1
k

�

lower bound:

⌦
�
1
k

�

http://www.m8j.net/data/List/Files-149/fastRegNuclearNormOptimization.pdf
http://www.m8j.net/data/List/Files-149/fastRegNuclearNormOptimization.pdf


- norm problems`p
min

kxkp1
f(x)

Projection:

unknown?

FW-step:

linear time

-ball`pD :=

p=1. 3

p=4



Examples of Atomic Domains Suitable for Frank-Wolfe

X Optimization Domain Complexity of one Frank-Wolfe Iteration
Atoms A D = conv(A) sup

s2Dhs, yi Complexity

Rn Sparse Vectors k.k
1

-ball kyk1 O(n)
Rn Sign-Vectors k.k1-ball kyk

1

O(n)
Rn `

p

-Sphere k.k
p

-ball kyk
q

O(n)
Rn Sparse Non-neg. Vectors Simplex �

n

max
i

{y

i

} O(n)
Rn Latent Group Sparse Vec. k.kG-ball max

g2G
�

�

y

(g)

�

�

⇤
g

P

g2G |g|
Rm⇥n Matrix Trace Norm k.k

tr

-ball kyk
op

= �
1

(y) Õ
�

N
f

/
p

"0
�

(Lanczos)
Rm⇥n Matrix Operator Norm k.k

op

-ball kyk
tr

= k(�
i

(y))k
1

SVD
Rm⇥n Schatten Matrix Norms k(�

i

(.))k
p

-ball k(�
i

(y))k
q

SVD

Rm⇥n Matrix Max-Norm k.k
max

-ball Õ
�

N
f

(n + m)1.5/"02.5
�

Rn⇥n Permutation Matrices Birkho↵ polytope O(n3)
Rn⇥n Rotation Matrices SVD (Procrustes prob.)
Sn⇥n

Rank-1 PSD matrices

of unit trace

{x⌫0, Tr(x)=1} �
max

(y) Õ
�

N
f

/
p

"0
�

(Lanczos)
Sn⇥n

PSD matrices

of bounded diagonal

{x⌫0, xii1} Õ
�

N
f

n1.5/"02.5
�

Table 1: Some examples of atomic domains suitable for optimization using the Frank-Wolfe algorithm.
Here SVD refers to the complexity of computing a singular value decomposition, which is
O(min{mn2, m2n}). N

f

is the number of non-zero entries in the gradient of the objective func-

tion f , and "0 = 2�Cf

k+2

is the required accuracy for the linear subproblems. For any p 2 [1, 1],

the conjugate value q is meant to satisfy 1

p

+ 1

q

= 1, allowing q = 1 for p = 1 and vice versa.

turn out to be such problem instances. Clearly, every iteration will add at most one new non-
zero coordinate to x, and the linear subproblems consist of finding the largest entry of the
gradient.

The resulting trade-o↵ between the sparsity and the approximation quality is interesting. Our
above sparsity lower bounds from Lemmata 4 and 5 together with the upper bounds of O

�

1

"

�

from the convergence analysis show that the sparsity of the Frank-Wolfe iterates is indeed best
possible in terms of both primal an dual approximation quality. For optimizing over the simplex,
this trade-o↵ was also considered by [GJ09, Cla10], and by [SSSZ10] for the `

1

-ball (considering
primal error).

The `
p

-Ball. An exact Frank-Wolfe iteration only costs linear time when optimizing over any
`
p

-ball domain D, for p 2 [1, 1]. This follows by the duality of the `
p

and `
q

-norms, as in
Hölder’s inequality hs, yi  ksk

p

· kyk
q

(for p, q 2 [1, 1], 1

p

+ 1

q

= 1, allowing q = 1 for p = 1
and vice versa). An optimal solution s to the linear problem max

ˆ

s, kˆsk
p

1

ŝ

T

y can simply be

obtained from y by choosing |s
i

| / |y
i

|q�1, keeping the same signs. This also holds for the case
p = 1, q = 1, where the domain D becomes the cube.

Structured Atomic Norms. In recent years, structured norms have gained strong interest in
several areas of machine learning, computer vision, and signal processing, due to their ability
to induce more general and structured notions of sparsity, see e.g. [JAB11] for an overview.

Here we will focus on one large class of structured norms, proposed by [OJV11], which due
to the atomic structure is particularly suitable to be used with the Frank-Wolfe algorithm.
Let G be a finite collection of groups of indices g ✓ [n] (which are allowed to over-lap), and
S

g2G g = [n]. For each group g, we choose an arbitrary norm k.k
g

, which acts only on the

coordinates belonging to g, i.e. on R|g|. For any v 2 Rn and g ✓ [n], we write v

[g]

2 Rn

for the vector coinciding with v in the coordinates in group g, and being zero elsewhere, i.e.
supp(v

[g]

) ✓ g. The same vector when restricted to these coordinates is written as v

(g)

2 R|g|.
In this setting, a slight generalization of the latent group norm [OJV11] is given by

kxkG := min
v(g)2R|g|

P

g2G
�

�

v

(g)

�

�

g

s.t. x =
P

g2G v

[g]

.

It is known [OJV11] that this norm is an atomic norm (and a norm), with the atoms A =

9

[J. 2013]

http://m8j.net/math/revisited-FW.pdf
http://m8j.net/math/revisited-FW.pdf


“Factorized Matrix Norms”
D := conv

⇣n

uvT
�

�

�

u2Rn, kuk2=1
v2Rm, kvk2=1

o⌘

D := conv

⇣n

uvT
�

�

�

u2Aleft
v2Aright

o⌘

A
left ⇢ R n

A
right ⇢ R m

(trace norm)

Revisiting Frank-Wolfe: Projection-Free Sparse Convex Optimization

r Aleft✓ Rm⇥r Aright✓ Rn⇥r ⌦conv(A)(M) ⌦⇤
A(M) FW step

1 k.k2-sphere k.k2-sphere Trace norm kMk
tr

kMk
op

Lanczos, see Table 1

1 k.k1-sphere k.k1-sphere Vector `1-norm k ~Mk1 k ~Mk1 O(nm)
1 k.k1-sphere k.k1-sphere Cut-norm k.k1!1 NP-hard (Alon & Naor, 2006)

n+m k.k2,1 k.k2,1 Max-norm kMkmax SDP, see Table 1

1 k.k2 \ Rm

�0 k.k2 \ Rn

�0 “non-neg. trace norm” NP-hard (Murty & Kabadi, 1987)
1 Simplex �

m

Simplex �
n

“non-neg. matrix `1-norm” O(nm)

Table 2. Examples of some factorized matrix norms on Rm⇥n, each induced by two atomic norms (last two rows giving
non-negative factorizations). Here kMk2,1 is the length of the `2-longest row of the matrix M , and ~M denotes the entries
of M written in a single large vector.

of (Cai et al., 2010), which perform O(1/
p

") complete
SVD computations, in each iteration taking time cubic
in the matrix dimension.
For trace norm optimization, the presentation here
avoids the detour over a semidefinite programming for-
mulation present in (Jaggi & Sulovský, 2010) when
applying the method of (Hazan, 2008). The same
algorithm applies to optimizing under constrained
weighted trace norm, by reduction to the trace norm
as e.g. described in (Giesen et al., 2012). For op-
timizing over semidefinite matrices Sn⇥n of bounded
trace, the above discussion is analogous, with A :=
�

uuT

�

�

u 2 Rn, kuk
2

= 1
 

.

General Factorized Matrix Norm Domains.
Even in the case when optimizing over the individ-
ual atomic domains (given by A

left

and A
right

) is easy,
optimizing a linear function over such a product do-
main A can rapidly turn into an intractable combina-
torial problem, cf. Table 2. For example, maximiz-
ing

⌦

uv

T , M
↵

over vectors kuk1  1 and kvk1  1
for a given matrix M amounts to computing the cut-

norm kMk1!1

, which is NP-hard (Alon & Naor,
2006). Maximizing the same quadratic form over non-
negative vectors kuk

2

 1, u � 0 and kvk
2

 1, v � 0
was also proven NP-hard by (Murty & Kabadi, 1987).

Matrix Max-Norm, and Semidefinite Optimiza-
tion with Bounded Diagonal. Another e�ciently
tractable case of a factorized matrix domain is given
by the matrix max-norm, which is known to be an
approximation of the cut-norm (Srebro & Shraibman,
2005). Optimizing a linear function over the PSD ma-
trices with all diagonal elements upper bounded by one
is a well-studied problem, e.g. appearing as the stan-
dard SDP relaxation of the Max-Cut problem (Goe-
mans & Williamson, 1995). The algorithm of (Arora
et al., 2005) delivers an additive "0-approximation to
the linearized problem over such matrices in time

Õ
⇣

n

1.5
L

2.5

"

02.5 N
M

⌘

where L > 0 is an upper bound on

the value of the linear problem, and N
M

is the number
of non-zeros in M (Jaggi, 2011, Section 3.5).
Using the alternative characterization of the max-

norm of a rectangular matrix M 2 Rm⇥n in terms

of a semidefinite program of the above form (Srebro &
Shraibman, 2005; Jaggi, 2011), we can directly plug in
the algorithm of (Arora et al., 2005) into the Frank-
Wolfe method, in order to optimize any convex func-
tion over a max-norm constrained domain. This, to
our knowledge, gives the first algorithm with a con-
vergence guarantee for such problems. (Lee et al.,
2010) have studied a proximal optimizer on a non-
convex formulation of the max-norm, and very re-
cently, (Orabona et al., 2012) have introduced a first-
order smoothing technique for max-norm problems.

4.4. Optimizing over Submodular Polyhedra

For a finite ground set S, a real valued function
defined on all subsets of S, is called submodular,
if g(A \ B) + g(A [ B)  g(A) + g(B) holds
8A, B ✓ S. For any given submodular function g with
g(;) = 0, the corresponding submodular polyhedron

(or polymatroid) is defined as the convex set P
g

:=
�

x 2 Rn

�

�

P

i2A

x
i

 g(A) 8A ✓ S
 

, where n = |S|.

Our presented Frank-Wolfe algorithm variants directly
apply to minimization of a convex function f over
such a domain. This follows since linear optimiza-
tion over such a submodular polyhedron domain is
e�cient, by an O(n log n) time greedy algorithm (Ed-
monds, 1970; Lovász, 1983; Bach, 2011). (Note that
for compactness, the domain is usually restricted to
the non-negative orthant D := P

g

\ Rn

�0

). Submodu-
lar optimization is currently gaining increased interest
as a more general way to relate combinatorial prob-
lems to convexity, such as for example for structured
sparsity, see e.g. (Bach, 2011).
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Extensions

• Faster Convergence for Strongly Convex f
[ GuéLat & Marcotte, 1986 ]

• Penalized Version
[ Harchaoui et al. 2012 , Zhang et al. 2012 ]

• Block-Wise Version
[ Lacoste-Julien et al. 2013 ]

• Submodular Minimization
[ Bach 2011 ]

min
x2D(1)⇥···⇥D(n)

f(x)
x = (x(1), . . . ,x(n))

min
x

f(x) + � kxkA

http://dx.doi.org/doi:10.1007/BF01589445
http://dx.doi.org/doi:10.1007/BF01589445
http://www.harchaoui.eu/zaid/publications/hjn_2012_ccg_nipsopt.pdf
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http://books.nips.cc/papers/files/nips25/NIPS2012_1319.pdf
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http://arxiv.org/abs/1207.4747
http://arxiv.org/abs/1207.4747
http://hal.archives-ouvertes.fr/docs/00/64/52/71/PDF/submodular_fot.pdf
http://hal.archives-ouvertes.fr/docs/00/64/52/71/PDF/submodular_fot.pdf


Open Research Questions

• Faster Convergence for Strongly Convex f
[ GuéLat & Marcotte, 1986 ]

• Penalized Version
[ Harchaoui et al. 2012 , Zhang et al. 2012 ]

• Non-Smooth f

• More Connections with Sparse Recovery?
                                          [ Shalev-Shwartz et al. 2010 ]

• Find More Applications!

min
x

f(x) + � kxkA

http://dx.doi.org/doi:10.1007/BF01589445
http://dx.doi.org/doi:10.1007/BF01589445
http://www.harchaoui.eu/zaid/publications/hjn_2012_ccg_nipsopt.pdf
http://www.harchaoui.eu/zaid/publications/hjn_2012_ccg_nipsopt.pdf
http://books.nips.cc/papers/files/nips25/NIPS2012_1319.pdf
http://books.nips.cc/papers/files/nips25/NIPS2012_1319.pdf
http://dx.doi.org/10.1137/090759574
http://dx.doi.org/10.1137/090759574
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History & Related Work

Domain

Frank & Wolfe 
1956

Dunn
1978, 1980

Zhang
2003

Clarkson
2008, 2010

Hazan
2008

J. PhD Thesis

linear inequality 
constraints

general bounded
convex domain

convex hulls

unit simplex

semidefinite matrices
of bounded trace

general bounded
convex domain

Known
Stepsize

Approx.
Subproblem

Primal-Dual 
Guarantee

✗ ✗ ✗

✗ ✓ ✗

✗ ✓ ✗

✓ ✗ ✓
✓ ✓ ✓
✓ ✓ ✓
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Matrix Factorizations

The Netflix challenge:
17k    Movies
500k  Customers
100M Observed Entries
         (≈ 1%)

for recommender systems
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v(1)

v(k)

u(1) u(k)

=Y

min
kXk⇤t

kX � Y k2⌦


